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Executive summary

This report was developed in the context of the AGIMUS project, funded by the Horizon

Europe Framework Program for Research and Innovation of the European Union for 2021-

2027. Its objective is to present the progress mainly towards the objective Objective 2:

Increase the level of autonomy by leveraging enriched edge-computing decision mak-

ing, driven by next-generation AI offline training and advanced control policies that

adapt online to unforeseen situations.

In this deliverable, we introduce a novel approach for learning a memory of motion within a

supervised learning framework. The document elaborates on the data generation pipeline

that underpins this approach, detailing how motion-related data is prepared and processed

for training. Additionally, we describe the architectural design of the memory of motion,

which is implemented using a diffusion process. This process serves as a mechanism for

capturing and representing motion distribution effectively.

Our preliminary experimental results demonstrate the capability of the diffusion-based mem-

ory of motion to generalize to previously unseen scenes. This generalization suggests that

the diffusion process can adapt to diverse and novel environments while maintaining robust

performance. These findings underscore the potential of our approach for broader applica-

tions in motion prediction and robotic systems requiring to plan the motion quickly.
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1 Introduction

In this work, we explore the usage of diffusion models to learn a distribution of motion and

task-and-motion plans. We train a diffusion model in a supervised manner from the data

collected from classical planning methods [4, 3]. The model operates simultaneously on the

entire trajectory, enabling us to refine trajectories holistically rather than step-by-step. Next,

we use it to generate novel trajectories that can be used, i.e., as a warm-start for an optimal

control problem.

One of the key advantages of employing a diffusion process in motion planning lies in its

ability to incorporate environmental constraints during the trajectory denoising phase. This

feature enables the diffusion process to adapt dynamically to the specifics of a scene, ef-

fectively guiding the trajectory generation to account for factors such as new obstacles or

varying target positions, such as a table desk in different locations.

This environment-aware guiding mechanism, when combined with a large dataset of diverse

trajectories, allows for the training of a single, robust neural network capable of adapting

online to novel scenes. Remarkably, this adaptation occurs without requiring fine-tuning or

additional training, making the approach highly efficient and versatile for real-world applica-

tions in dynamic and unpredictable environments.

Our approach builds upon the foundation of existing diffusion-based motion planners [1],

extending their capabilities to encompass task and motion planning. This novel in-

tegration enables a unified framework that addresses both the high-level decision-making

required for task planning and the low-level execution handled by motion planning. We be-

lieve this extension represents a significant advancement in the field, and we are currently

preparing a manuscript to present our findings and contributions. We anticipate submitting

this paper in the coming months to share our work with the broader research community.

2 Diffusion process

The architecture, inspired by [1], uses diffusion process and dataset of motions to train

a diffusion based planner, leveraging their generative capabilities to produce diverse mo-

tion trajectories. The diffusion model is a transformer-based sequence model. It consists

of positional encoding, a transformer encoder, and noising time step embeddings. Posi-

tional encoding adds token positional information to the input sequence, and the noising time

step embedding encodes diffusion timestep information using a small multi-layer perceptron.

These embeddings are concatenated to the input sequence, which is then processed by a

transformer encoder with multiple layers, each containing multi-head attention, feedforward

networks, dropout, and an activation function. The encoder captures dependencies across

the sequence, with the final output excluding the timestep embedding, maintaining the orig-

inal configuration size. This flexible architecture, with tunable parameters like embedding

size, number of heads, feedforward size, and layers, is ideal for tasks requiring sequential

data prediction within diffusion models, such as generating or reconstructing motion trajec-
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Algorithm 1 Motion Planning Diffusion training

Require: Collision-free trajectories D generated by planner, noise schedule ᾱt , diffusion

neural network ϵθ, number of training iterations K
1: for iteration = 1 to K do

2: Sample a trajectory τ0 ∼ D
3: Sample noise ϵ ∼ N (0, I)
4: Compute noisy data τt =

√
ᾱtτ0 +

√
1 − ᾱtϵ

5: Compute loss L = ∥ϵ − ϵθ(τt, t)∥2

6: Update model parameters using the gradient ∇θL
7: end for

Algorithm 2 Motion Planning Diffusion inference

Require: Pre-trained diffusion model ϵθ, start configurations q0, motion planning costs ci,

weights λi, scheduling terms (αt, ᾱt, σt)
1: Sample initial noise τN ∼ N (0, I)
2: Hard set start configuration τK[0] = q0

3: for t = K, K − 1, . . . , 1 do

4: Compute the diffusion prior mean: µt =
1√
αt

(

τt − 1−αt√
1−ᾱt

ϵθ(τt, t)
)

5: Compute weighted gradient of costs (projection function): g = −∑i λi∇τt−1
ci(µt)

6: Move trajectories to low-cost regions: τt−1 = µt + g + σtz, z ∼ N (0, I)
7: τt−1[0] = q0

8: end for

9: return Denoised trajectory τ0

tories.

We represent motion trajectory as τ = [q0 . . . qT], where T is the length of the trajectory

and qt ∈ R
N is a joint configuration for N degrees of freedom robot. During training, the

diffusion model transforms the trajectory τ into white Gaussian noise (see Algorithm 1). The

inverse diffusion process (used for sampling/inference) transforms Gaussian noise back to

the element of the trajectory data distribution (see Algorithm 2).

While sampling, we add guidance to the diffusion process denoising by nudging the trajecto-

ries in the direction of more feasible solutions [1]. The guidance is expressed as a gradient

of task costs, which could vary depending on the application. For example, we can add the

obstacle avoidance cost, joint velocity regularization, or the final end-effector cost. Please

refer to Sec. 3.2 for details on cost formulation. This guidance is also called a projection

function in the following sections.

3 Diffusion process for motion planning

Before integrating task and motion planning into the diffusion model, we focus on a simplified

scenario involving only motion planning taking inspiration from [1]. Specifically, the diffusion
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model is tasked with planning a trajectory from a random initial robot configuration to a

random target position of the end-effector over a predefined time horizon.

3.1 Dataset generation

For training the diffusion model, we generate a dataset of optimized, discretized trajectories.

Trajectory generation involves sampling a feasible initial robot configuration and a target

end-effector pose, Tgoal. An inverse kinematics solver computes possible final robot con-

figurations matching Tgoal. Then, a motion planning algorithm (e.g., RRT [4]) connects the

initial configuration to a selected final configuration with a trajectory. Finally, this trajectory is

refined using a trajectory optimization solver (OCP) to minimize predefined cost functions,

producing the optimized trajectory. The complete pipeline is illustrated in Fig. 1.

The OCP formulation of the problem follows formulation from [2]:

min
x,u

T−1

∑
t=0

ℓt(xt, ut) + ℓT(xT) (1a)

subject to xt+1 = ft(xt, ut) ∀ 0 ≤ t < T, (1b)

ct(xt, ut) ≥ 0, ∀ 0 ≤ t < T, (1c)

cT(xT) ≥ 0, (1d)

where xt = (qt, vt) is the state of the robot (joints configuration qt and joints velocity vt = q̇t),

and ut = τt are the torques of the joints; ft is the transition function representing the dis-

cretized robot dynamics along the horizon of length T, given an initial state x0 (e.g. measured

state). The variables of the OCP are the state trajectory x = (x1, ..., xT) and the control tra-

jectory u = (u0, u1, ..., uT−1). The functions to be optimized are the running cost ℓt and the

terminal cost ℓT. Functions ct and cT represent the hard (inequality) constraints at each time

step. Here, the costs are:

• state regularization cost:

ℓx(xt) = (xt − xt=0)
TQx(xt − xt=0), (2)

• goal reaching task cost:

ℓee(xt) = || log(T−1
goal · Tee(qt))||2, (3)

• control regularization cost:

ℓu(xt, ut) = (ut − ugrav(qt))
TQu(ut − ugrav(qt)), (4)

with xt is the state of the robot (i.e. the joints configuration and the joints velocity, ut is the

torques on the joints and Tee(qt) is the position of the end-effector at node t. Qx and Qu

are the coefficients matrices of the state and control regularization (hand-tuned diagonal

matrices) and Tgoal is SE(3) pose of the target.
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Figure 1: Generation of the optimized trajectories.

Following the detailed trajectory generation process described above, we generate a com-

prehensive dataset comprising thousands of trajectories. These trajectories serve as the

training data for the transformer network underlying the diffusion process. Once trained, this

diffusion process can then be leveraged to sample entirely new trajectories. The generation

of these novel trajectories is guided by a conditioning signal, which allows us to exert control

over the characteristics and properties of the resulting motion, as will be described in the

following section.

3.2 Sampling from the trained diffusion model

Once the trajectories are generated and the diffusion model is trained, a projection function

is applied at each denoising step to guide it to low-cost regions. First, we add a hard assign-

ment q0 = qinit, to fix the start state of the trajectory to the current measured state of the

robot. Additionally, we make a step in the direction of decreasing the sum of the following

costs:

• end-effector pose at the end of the trajectory:

cT
ee(qt) =

wee

2
∥pee(qt)− ptarget∥2, (5)

where wee is the weight for the end-effector cost, pee(qt) is the end-effector position for

configuration and ptarget is the target end-effector position;

• state regularization to ensure a smooth trajectory:

ct
smooth(qt) =

λsmooth

2

T−1

∑
t=1

∥2qt − qt−1 − qt+1∥2, (6)

where qt is the configuration at node t and λsmooth is the weight for the smoothness

cost;

• collision cost at each configuration of the trajectory:

ct
col = ∑

(sa,sb)∈C
wce−ad(qt,sa,sb), (7)
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where C represents a set of collision pairs, wc is collision cost weight, a is a tunable

parameter that controls rate of grows and d(·) is the distance function [5] computed for

two shapes after running forward kinematics with qt.

To evaluate the accuracy of the diffusion model’s output, two types of comparisons were

conducted. First, the model’s output was compared to the pipeline used to generate the

training dataset. Fig. 2b further visualizes the paths taken by the end-effector, with its posi-

tion at each node represented by red spheres for the optimized motion planning trajectories

and blue cubes for the diffusion model trajectories. Second, a quantitative comparison was

performed between gradient-based methods, the gradientless diffusion model, and the dif-

fusion model with gradient. In this scenario, the robot must reach a target while avoiding

a wall, as shown in Fig. 3). Fig. 4 displays the end-effector’s distance to the target at the

final trajectory node, relative to its initial translation pose while keeping the Z-axis fixed. The

wall is evident in the OCP subplot, leading to local minima where the solver, warm-started

with a simple interpolation between the initial and target configurations, fails to converge to

a solution that avoids the wall. In contrast, the diffusion model avoids these local minima,

generating trajectories where the robot successfully avoids the wall, even if the end-effector

does not always perfectly reach the target.

Notably, the gradientless diffusion model shows little difference compared to the gradient-

based variant in this experiment. This occurs because the target is implicitly encoded in the

dataset, as each trajectory generated by the optimized motion planner corresponds to the

same target. However, in scenarios with random targets, encoding the target in the gradient

remains necessary. Finally, trajectories produced by the OCP solver, when warm-started

with the diffusion model’s output, demonstrate significantly improved solver efficiency and

result in more accurate trajectories.

Overall, the results demonstrate that the diffusion model closely aligns with the optimal tra-

jectories while consistently providing feasible or nearly feasible solutions, effectively enhanc-

ing the performance of the OCP solver.

4 Diffusion process for task and motion planning

4.1 2D environment

We continue to validate our approach on simplified examples and choose a 2D environment

for task-and-motion planning (TAMP). We use diffusion models to denoise entire trajectories

for a 4 DoF planar robot. The task is to grasp a rectangular object and move it to a different

platform. Each trajectory is represented as a sequence of joint values together with the

object pose. Given the simplicity of 2D geometries in our problem, we can efficiently compute

collisions using analytical formulas.

After each denoising step, we incorporate a projection step to ensure that the trajectory

adheres to task-specific constraints, such as the grasped object attached to the gripper or
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(a) Comparison of the diffusion model output

and the trajectory generation pipeline.

(b) Comparison of the movement of the

diffusion model and the trajectory optimized

motion planning in a visualizer.

Figure 2: Comparison of trajectories generated by diffusion model and by trajectory

optimized motion planning

Figure 3: Scene to compare gradient-based method and diffusion models
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Figure 4: Distance of the end effector to the target at the final configuration, with respect to

the initial pose of the end effector, with Z-axis constant

the static object in which a contact surface does not move. For this, we take inspiration

from the constraint graph formalism used in [3], which represents the task space as a set

of constrained manifolds connected by transitions. Each manifold corresponds to a spe-

cific constraint (e.g., grasping or placement), while the transitions define valid movements

between these manifolds.

For each configuration in the trajectory, we identify the closest transition based on the task

space representation and project the configuration onto the corresponding manifold associ-

ated with that transition. This projection is not applied in a hard manner; instead, we make

a step toward the projected configuration from the diffused configuration, a process we refer

to as soft-projection. This approach preserves the overall trajectory structure while nudging

configurations closer to the feasible space. An example of such a 2D TAMP plan is visualized

in Fig. 5. With our soft-projection function in the denoising step, we can sample trajectories

in a changed environment as well, visualized in Fig. 6.

Figure 5: Illustration of the 2D planar TAMP. Visualization of planar robot trajectory

generated with diffusion model. The task is to grasp the object that stands on the platform

on the left and transfer it to the platform on the right. Both collision constraints and

grasp/placement constraints are computed analytically. After each denoising step,

soft-projection is applied to push the trajectory toward feasible space.

4.1.1 3D environment

We continue in a more challenging 3D environment, where we use the constraint graph of

HPP [3] to define placement and grasp constraints. After each denoising step, we incor-

13 of 16



D3.3 Motion dataset from the planner created through supervised learning

Figure 6: Illustration of the 2D planar TAMP in a new environment.

porate a projection step similar to the 2D TAMP example, but using the manifolds created

by [3]. The soft projection is only applied in the last 20% of denoising steps, to operate on

less noisy trajectories. The final projection step is set to be a hard projection, forcing the

configurations to strictly satisfy the constraints. The example of diffusion model output is

presented in the Fig. 7.

Figure 7: Illustration of the 3D TAMP. Visualization of robot trajectory generated with

diffusion model. The task is to grasp the object that stands on the table and transfer it to the

shelf. After final denoising steps, soft-projection is applied to push the trajectory toward

feasible space.

5 Conclusion

In conclusion, this work demonstrates the potential of diffusion models to generalize motion

and task-and-motion planning. By training a diffusion model on data derived from classical

planning methods, we leverage its capability to operate on entire trajectories holistically. This

approach not only enables efficient trajectory refinement but also facilitates the generation

of novel trajectories that can serve as warm-starts for optimal control problems.

A key strength of diffusion planning method lies in its ability to dynamically incorporate en-

vironmental constraints during trajectory denoising, ensuring adaptability to new and un-

seen scenarios. This capability, combined with a large dataset of diverse trajectories, allows

for the development of a single, robust neural network that adapts online without requir-

ing additional fine-tuning, offering a practical and scalable solution for real-world dynamic
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environments. However, the effectiveness of diffusion planning hinges on the quality of its

training data. We propose to use following approach to address this: refining trajectories

in the dataset using an optimal control solver. Our experiments show that models trained

with this refined dataset produce trajectories that closely match the optimal control solution.

This work lays the groundwork for using diffusion planning to provide efficient warm-start

solutions for optimal control problems in online execution.

To further extend existing solutions in diffusion-based motion planning, this work introduces

a novel approach specifically designed to unify the task and motion planning. By integrating

these traditionally distinct stages, our approach enables a seamless transition from high-level

decision-making – such as selecting appropriate grasping handle – to low-level execution,

encompassing the control of robot movements, all within a single, cohesive framework. This

comprehensive integration represents a significant advancement in the field of robotics and

automated planning, paving the way for more intelligent and adaptable robotic systems.

We are committed to further validating the robustness and generalizability of our approach

through rigorous experimentation and comprehensive evaluation. We anticipate sharing the

proposed extension in an upcoming manuscript.
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